Networking
Identification

There are several numbers used when identifying machines on a network or the internet. Among them are the IP address and MAC address. These are the basic numbers used to identify a machine. There are several layers of identification.

First Layer: DNS

The Domain Name System, or DNS, assigns a word to an IP address. So for example if you look up www.tjhsst.edu in DNS it will give you the number 198.38.16.47, the IP address that corresponds to Thomas Jefferson’s website. This allows users to connect to something on the internet without having to remember long and complicated numbers. You can also do a reverse DNS lookup (rDNS), which finds the hostname corresponding to an IP address, if any.


The DNS system is like a tree. You start on a branch of that tree, with the DNS server of your local network or internet service provider (ISP). If that DNS server has the IP address of what you’re looking for, you’re done and then proceed to wherever you were going. If not it goes to the next DNS server, and so on, all the way up to the root 13 DNS servers. The root 13 DNS servers are the trunk of the tree and the end of the line. If they don’t have what you’re looking for, then it doesn’t exist.


Domains themselves are like trees. .edu is a domain in its own respect, with subdomains like tjhsst or cmu or fcps. Each of those domains can have subdomains, like www or intranet or csl. A top level domain (TLD) like .com or .edu will not resolve to a website. You can have pretty much as many subdomains as you like.
Second Layer: IP Address

Once you grab the IP address, you can find that server on the internet. Everything on the internet in theory has its own IP address. An IP address on the internet will only resolve to one computer, server, whatever. However one domain can resolve to multiple IP addresses, for instance google.com resolves to 3 different addresses. This is for load balancing between servers, because Google gets a lot of traffic.


IP addresses consist of four numbers. Some large blocks of IPs are reserved for private networks, because there are only 4 billion possibilities with IPv4. IPv6 is intended to solve this problem but is not in widespread adoption. To alleviate the lack of IPv4 addresses, the 192.168.x.x block and 10.x.x.x block are reserved and not used on the main internet. You may recognize the 192.168.x.x from your home network. 10.x.x.x is used for large networks like the FCPS VPN. 127.0.0.1 is reserved for localhost. The localhost is your computer. Pinging 127.0.0.1 pings the computer you’re currently on.
Third Layer: MAC Address

Every Network Interface Card (NIC) has a unique MAC address “burned” into the chip. This is guaranteed because network card manufacturers must purchase a set of numbers and is required not to manufacture more than one card with the same number. The MAC is used on a local network to identify a machine. When you look for a particular machine on the network, you send the IP address to your switch. The switch then grabs the MAC address of the machine with that IP, and you find the machine with its MAC address.  You can override the burned-in MAC through the OS, however this is generally not needed.  Two situations where we use this are in Bonding (making two or more NICs work together for redundancy) and the Xen VMs.  In Bonding, the OS will assign the primary NICs MAC to the secondary NIC if the primary fails so that anything talking to the NIC will not have to figure out the change in MAC.  With Xen VMs, we want each VM to have its own MAC (so that they can all talk to each other) and so we manually assign each VM a MAC from the subset 00:16:3E:**:**:** (which is reserved for Xen).

It is possible to do something called MAC spoofing, where you fake your MAC address. There are legitimate uses for this, such as on our Understudy VMs where each VM needs a MAC address but lacks a NIC. You can also use it to pretend that you’re someone else on a network. It is possible for a switch to detect MAC spoofing and if you try it with your laptop on TJ’s network you will be in serious trouble very fast.
Dynamic Host Configuration Protocol (DHCP)

You used to have to manually give your computer an IP for a network when connecting. If you accidentally grabbed an IP already in use, the computers that were conflicting would be unable to receive any data. This is prevented with DHCP. When a computer connects to a network with DHCP, it asks the router for an IP address. The router figures out which ones are unused and assigns the computer an IP address. With DHCP it is also possible to always give a particular computer (identified by its MAC address) a particular IP. We use this system at TJ to prevent IP addresses from changing. Your ISP probably doesn’t do this, which is why your IP address for your home internet connection will occasionally change. At TJ we’ve also set up DHCP to not give out IP addresses to computers that haven’t been specifically added to the system. This greatly enhances network security. The wireless network is different so that students can use it with their computers. However, to improve security, it has some ports closed so you can’t run certain applications (like instant messaging and file sharing among others). Ports will be covered later.


When a computer connects with DHCP, it sends a DHCPDISCOVER packet to the broadcast address of the network. The broadcast address is an IP address that sends anything it receives to every computer. The DHCP server then responds with a DHCPOFFER packet with the information required for the computer to send the DHCPREQUEST packet. If the DHCPREQUEST packet is accepted, the DHCP server sends a DHCPACK packet and the computer gets its IP address and has successfully connected.
Internet Ports

An internet port is a standard number for a particular protocol. Port 80 is HTTP, port 443 is HTTPS, and port 22 is SSH. There are probably hundreds of different protocols, though they don’t have to use different ports. Firewalls, which are built into gateways (which is a switch that connects your network to the main internet or maybe just another local network), can be configured to block certain ports to improve security. Blocking port 21 (telnet) is common because telnet is a very insecure remote login protocol and represents a security risk. Software firewalls (such as Windows Firewall) run on your computer to block ports. Software firewalls are important when you are connected to a public network, such as Wi-Fi hotspots.

A particular protocol does not have to be sent over a particular port, it is merely done so for convention. If you try to connect to a web site but it only gives HTTP over, say, port 81, you won’t be able to connect without specifying that port to your web browser. Convention dictates that port 80 is standard for HTTP, so you almost never have to enter ports.


Despite this, there are reasons you might want to send a particular protocol over a different port than is standard. For example, hotel internet connections often block all ports except 80 and 443. Most users only use those two ports, but if you want to ssh you’re out of luck. However, if you’ve opened up ssh on your server to port 443, you’ll still be able to ssh.
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