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Abstract


Steganography, the idea of hiding messages and data within other pieces of data, can be useful in many real-world applications alongside encryption and other code-writing methods.  This project looks at the method of steganography known as least significant bit substitution, in which the pieces of a message are hidden within the actual binary data of a computer file.  This particular application uses WAVE audio files as the carrier file, and allows messages of (practically) any length to be hidden within the sound data.  The sound file itself looks identical and sounds the same to the human ear, so the existence of the message is very difficult to detect.

Introduction


Steganography has many real-world applications in covert operations and communication.  The development of an undetectable steganographic algorithm would be a huge breakthrough in the field and would have many implications.  With this project, I propose to work towards that, starting with text messages in WAVE files.

Background


Steganography is the science of hiding data in a way that only the recipient knows of its existence.  This differs from cryptography, where the existence of the data is known, but it is not readable.  The process of steganography can be achieved with various algorithms designed to undetectably doctor an image, audio file, or other type of file.  There is already a diverse field of research about steganography and its various applications in communicating secret messages.  Commercial and open source programs that implement steganographic techniques include Stealth, stego, Wnstorm, Snow, FFencode, and many more.  One example of an individual algorithm is the F5 technique for embedding messages in JPEG images.  The algorithm changes the values of randomly generated bits by a very small amount, and is virtually undetectable by statistical analysis.


This project seeks to design a new program that works flawlessly to embed messages within WAVE audio files.  The implications are that messages could be sent inside a file through a monitored path, and could even be intercepted.  Without this same program on the receiving end however, a third party could not easily extract the message.

Development


This project uses an implementation of the least significant bit substitution algorithm to hide text messages within WAVE audio files.  The result is a command-line program in C++ that acts as both the insertion and extraction mechanism.  The program is run initially with a WAVE file and a text message as input, and it outputs a doctored WAVE file with the message hidden inside it.  Then, the program is run with just the doctored file as the input, and the message is extracted and displayed.  Therefore, different users who each have a copy of the program would be able to encode and decode each other's WAVE files.  However, without the program, it becomes very difficult to even determine the presence of a hidden message, let alone extracting it.


A few limitations were taken into account before implementing the algorithm.  The most major restriction was time, because I knew I only had a few months to work with.  This affected which goals I set and ultimately the final program, as some things had to be simplified to be finished in time.  Another limitation was memory, but this ended up not coming into play.  The algorithm is very fast and reasonably efficient, so memory was not a real limitation in actual implementation.  However, if the program were to expand and start encoding very long messages or, say, full binary files within the WAVE file, more efficient memory management may be necessary.


The success of the algorithm is confirmed in a few different ways.  First of all, the existence of a message within the doctored file can simply be proven by running the extraction method.  This displays the message found within the file, showing that it is indeed hidden.  However, another aspect that must be confirmed is that the WAVE file still looks and sounds the same.  I have played the files and compared their sound (by ear) as well as visually inspected the waveforms (in an audio editing program) to ensure that the doctored files are indistinguishable from the originals.
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Sample program output during insertion and extraction

Analysis


So far, the informal methods of confirming the success of the program have proven its success.  This includes comparing the input and output files by ear as well as looking at the respective file sizes.  Eventually I hope to find a statistical test that I can run on the program as a form of steganalysis to prove how effective the algorithm is at hiding the data.
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