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Background:

On earth, there are many massively complex systems that have so far defied attempts for prediction by humans.  With the large amounts of data available via the internet and other sources, and massive amounts of processing power available on computers, it should be theoretically possible to predict such systems with at least decent accuracy.

Description: 

The system I chose to try and generate a prediction algorithm for was the stock market.  To do so, I started with several assumptions; that anything that would affect the stock market would end up as a news item, that all news items would end up on the internet, and that there existed a constant relationship between the content of a news item and its affect on a stock's price.  While these assumptions might not always hold true, they were necessary for the project to be completable with the existing technology and within the timeframe provided.

The program uses data mining techniques to pull all available information regarding several stocks from the internet and store the news into a database.  As the news is all textual and thus qualitative, it is necessary for it to be turned into quantitative data so that a regression algorithm could attempt to create equations.  Another algorithm then was used to determine key terms whose presence could be used to generate a numerical score for a news item, and these scores were also stored to the database.

While one data miner gathered news, another was used to record the prices of the aforementioned stocks in order to generate a comprehensive price record.  These records were stored into the database as well.

Finally, the news items, their scores, and the price of stocks at many points during the timeframe that the news had been pulled from, were all fed into the regression algorithm that used a genetic model to create equations that related news items and their scores to the percent change in stock prices.  The equations were all fairly successful at predicting prices within the scope that they had been created using data from, but grew less accurate as that scope changed, quite dramatically so if they were put into a different scope entirely.

